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Abstract



The fundamental problem facing Legacy Systems Management is that of triage, determining which shall live, which shall die and which shall benefit from the available resources. Triage occurs naturally in any resource constrained environment, it is our contention that it should be designed to do so.  This paper attempts to make some progress towards the rationalisation of this decision process by capitalising, where possible, upon the medical analogy suggested by the use of 'triage'. To suggest that many software maintenance departments most resemble surgical units in a war zone does not require much of a stretch of imagination. The pressures and imperatives under which both organisations have to function are frighteningly parallel as is our incomplete understanding of both the human body and of large software systems.

�Introduction

While normal usage of the word triage conjures images of war torn victims packed to overflowing in an army surgical unit, it does not require a great stretch of the imagination to view many software maintenance departments in a similar light.

The decisions required in both cases are frighteningly similar, which shall live, which shall die and which shall benefit from available resources. However, in this medical scenario the surgeon is disadvantaged by the reactive manner in which he must perform, this is balanced by anatomical knowledge, skill, judgement and the ability to monitor and interpret well understood 'vital signs' to gauge the current state of the patient. It is this knowledge which allows the surgeon to rationalise the decisions made and ensure the effective, efficient deployment of the resources at his disposal as demanded by the exigencies of the situation. The work of the front-line surgeon is, in essence concerned exclusively with traumatic injury inflicted on healthy bodies. In the broader context of general surgery this activity represents only a subset of the work carried out, certainly a share of traumatic injury must be dealt with, but the effects of age, life-style, disease and combinations of these factors must also be addressed. It is the method of approach to these problems which provides a pointer to a framework for use in software maintenance. The same diagnostic tools are available to the general surgeon as before but decisions taken and treatments recommended are placed in context by reference to the patients medical history and weighted by a knowledge of disease prognosis and complications which may arise from any particular course of action. In other words the decision making process is carried out using current information, past information and weighted with judgement regarding the future.

While the pressures under which the software maintainer operates are similar, and although skill and judgement may be present, the provision of anatomical knowledge in the form of program documentation and 'vital sign' monitoring by maintenance metrics is the exception rather than the rule. Even if the maintenance engineer were in possession of these, his situation would only have improved to match the heroic but unenviably reactive position of a war-zone surgeon. A closer examination of the surgical scenario may help to determine an approach which allows the maintainer to rationalise his decisions, deploy his resources to best advantage and finally retreat from the rigours and dangers of front-line (i.e. reactive) operations. 

This paper attempts to make some progress towards the rationalisation of software maintenanace decision processes by capitalising upon the medical analogy suggested by the use of 'triage'. By providing the maintenance manager with the means to identify and the knowledge to interpret the symptomatic evidence of ailing software, the foundation for rational software diagnosis is laid. Integration of this approach with a proactive maintenance management system provides the data necessary to base decisions on past, present and future considerations thereby reducing the reactive nature of software maintenance and rationalising the use of software surgery. Effective targeting of tools and resources allows the maintenance engineer to retreat from the maintenance front-line into the orderly regime of general software surgery. 

What is the basis for these decisions?

The Concise Oxford Dictionary of Current English defines 'triage: i) the act of sorting according to quality and ii) the assignment of degrees of urgency to decide the order of treatment of wounds, illnesses etc.'. Both of these definitions are applicable to the operation of software triage. However, in order to determine a basis for the decisions involved, some further clarification is required.  

The dictionary definition calls for 'sorting according to quality', a property which in software terms is somewhat subjective and problematic, however reference to our surgical model does provide a means by which this difficult area may be approached. It is only under the direst of emergencies that any surgical procedure is undertaken without consideration of the medical history and general health of the patient. The appropriateness of the proposed actions can then be assessed in terms of risks, criticality and expected benefits. If each software unit can be assessed in terms of general health, maintenance history, anticipated life expectancy and 'social standing' in terms of operational criticality, then this would represent a measure of a qualitative nature and depending on how radical and urgent an intervention were proposed, would allow the appropriateness of that intervention to be determined. Provision of this data allows the rational prioritisation of maintenance activities with a view to maximising resource allocation. It is in maximising resource usage to best effect that we begin to approach the basis of the decisions required, to explore this further the rationale of triage must be examined. 

In the context under examination, the process is carried out to ensure resources are deployed to maximum effect in a resource limited environment, or, conversely to minimise the use of resources on patients with a poor prognosis. In this light, the act of triage is essentially one of economics and it is here we shall find the basis of our decision process. In qualitatively sorting our software units we are assigning degrees of ‘economic maintainability’ to those units and attempting to identify the point at which normal patching methods become unsustainable and depending on the causes considering which further actions may be  appropriate. In a slightly different but none-the-less relevant context Bennett says [1] 

'Ultimately, deciding which solution to pursue will be based on economics: We must trade off the cost of continuing to cope with the legacy system against the investment needed to improve it and the benefit of easier subsequent maintenance.'

So, perhaps not surprisingly, the underlying basis on which the decision process depends is that primary 'vital sign' apparent in so many areas of decision-making, cost. 

The need for economic maintainability can be seen in a closer examination of the costs involved in software maintenance. These can be considered in two ways; intangible costs and tangible costs. In considering tangible maintenance costs, an examination of the resources currently deployed will serve to place our discussion in context.

�symbol 183 \f "Symbol" \s 10 \h��	World-wide estimates indicate $30 billion is spent each year on maintenance ($10 billion in the United States)[2]

�symbol 183 \f "Symbol" \s 10 \h��	Between 50%-80% of the data processing budgets of most companies are dedicated to maintenance activity. [3, 4] 

�symbol 183 \f "Symbol" \s 10 \h��	Results of a survey of 149 managers of Multiple Virtual Storage (MVS) installations with programming staffs ranging from 25 - 800 programmers indicating that maintenance tasks (program fixes/modifications) represent from 55% to 95% of their workload, a statistic which is reinforced by Parikh's view that 50% - 80% of the time of an estimated one million programmers or programming managers is spent on maintenance. [2]

Pressman reports such intangibles as:-

�symbol 183 \f "Symbol" \s 10 \h��	lost or postponed development opportunity as available resources must be channelled to maintenance tasks.

�symbol 183 \f "Symbol" \s 10 \h��	customer dissatisfaction when apparently legitimate requests for repair or modification cannot be addressed in a timely manner.

�symbol 183 \f "Symbol" \s 10 \h��	a reduction in overall software quality as a result of changes that introduce latent errors in the maintained software.

�symbol 183 \f "Symbol" \s 10 \h��	a dramatic decrease in productivity (measured in LOC per month or function points per person month) encountered when the maintenance of old programs is initiated. Productivity reductions of 40:1 have been reported. i.e. a development costing $25 per line of code may cost $1000 for every line maintained.

It is self-evident that an intimate relationship exists between the intangible and tangible costs concerned. Intangibles must result largely from either a lack of resources or the ineffective and inefficient use of existing resources. Given that tangible maintenance costs are most directly a function of the professional labour component of maintenance projects[5], then the effective and efficient allocation of those resources is vital in addressing software cost escalation. The economic maintainability of software is therefore, of crucial concern, as factors which increase maintainer effort impact heavily on both the tangible and intangible costs of software maintenance and any cost reducing improvements in maintenance management will be reflected in improvements in the intangible costs incurred.

What makes a software unit unable to be economically maintained?

In considering the factors which render software economically unmaintainable an understanding of the underlying nature of maintenance and its effects is required to allow the maintainer to identify and address the point at which economic unmaintainability is reached. 

Lehman summarises this issue in his first two Laws of Program Evolution [6], namely:

I.	Continuing Change. A program that is used and that as an implementation of its specification reflects some other reality, undergoes continual change or becomes progressively less useful. The change or decay process continues until it is judged more cost effective to replace the system with a recreated version.

II.	Increasing Complexity. As an evolving program is continually changed, its complexity, reflecting deteriorating structure, increases unless work is done to maintain or reduce it.

The action of these laws on a software unit can be determined by examination of the types and magnitude of software maintenance undertaken. It should however be noted that, given the significant improvements achieved in both hardware and software technologies since these figures were compiled, it would not be unreasonable to suggest that they overstate the quantity of corrective maintenance undertaken, while increases in perfective and adaptive efforts would not be unexpected. However, commentators [7] generally agree on the following categorisation of software maintenance:

1.	Corrective maintenance - the process of diagnosing and correcting errors discovered after release. Arising from shortcomings of the original implementation or a previous maintenance effort, corrective maintenance accounts for approximately 20% of all maintenance work. 

2.	Adaptive Maintenance - the adaptation of a software unit to interface with changes in the external environment such as new hardware, operating software or peripheral upgrades accounts for 25% of maintenance work.

3.	Perfective maintenance - enhancements to both the functionality and efficiency of the code provides 50% of maintenance requests.

4.	Preventative maintenance - the relatively rare process of improving the future maintainability or providing a better basis for future enhancements accounts for only 5% of maintenance performed.

Recently, Moynihan [8] has augmented this categorisation by including:

5.	Replacive maintenance - for those aspects of adaptive and perfective maintenance that involve the replacement of a unit or units by completely new unit(s).

 The effects of maintenance on software units has been characterised as software ageing, however, it is important to realise the dual nature of the ageing process which can result from either exogenous software ageing or endogenous software ageing. 

In addressing exogenous software ageing, we must first detail the relationship of a software unit to its environment. Lehman [6] defines a program as:

‘a model of a model within a theory of a model of an abstraction of some portion of the world or of some universe of discourse.’

Any model is an abstraction of that which it models and in the abstraction process there is a degree of approximation. In the case of real world situations, societal and behavioural factors compound modelling difficulties by introducing uncertainty in the form of unknowns, arbitrary criteria and continuous variables to the equation. The resulting model must to some degree reflect a particular viewpoint of the situation. It is only when the software system is introduced that the accuracy and validity of the model can be assessed against the real world situation. Variations between the model and its analogue generate change requests to compel the model to reflect the real world with increasing accuracy. Use of the system promotes both a deeper understanding of, and changes to the problem area, in turn generating more change requests which reflect enhanced or changed perceptions.

However, software is in some respects a ’static’ representation of the situation, the accuracy of the model to its real world image does not deteriorate as long as the real world itself does not change. But, the world turns and the corporate entities and processes represented by software do change (hopefully slowly) over time. It is the modifications generated by changes in these underlying real world processes which result in exogenous software ageing and cause the onset of software obsolescence. The impact on the software is determined by the nature of the change, those indicating a decreasing commercial relevance of the process will have little impact on the viability of the system, while those which indicate process changes to the extent that the model can no longer reflect reality are a much more serious concern. 

Identification of the onset of software obsolescence is a non-trivial task and the answer lies not in the code but in the original system design methodology and documentation. The only reason a software unit becomes unable to accurately model its real world analogue is because one or more of the underlying design assumptions for that unit have been violated by changes in the real world entity or process.

When systems are designed using a methodology which explicitly recognises the modelling nature of each software unit such as Information Engineering or Jackson System Design, these assumptions are explicit and violations can be identified relatively easily and their consequences determined (though not necessarily limited). However, if the system’s design only implicitly recognises the modelling role and concentrates upon the system’s functional requirements as in the case with such methods as SSADM, the task faced by the analyst is immeasurably harder for it is only at the highest design levels that the model is reflected.

As external change in the environment of a system results in exogenous software ageing, internal change and its effects engender endogenous ageing. In 1987 Schneidewind reported that 75-80% of software then in use was produced prior to the use of structured programming [9], and was written when the principal concerns were program size and storage space. Subsequent maintenance, generally carried out without regard for overall architecture, has resulted in software ageing characterised by poorly designed structures, poor coding, poor logic, poor documentation and overall increasing system complexity [10]. This endogenous software ageing results from the application of the first clause of Lehmans second law of program evolution. The effects of past maintenance efforts lead to an increasingly fragile structure which is difficult to understand and dangerous to change. A spiral of decline builds with increasing speed as increased complexity makes maintenance more error-prone requiring more maintenance which increases complexity. As commentators observe, thousands of these systems are still in operation [11], while the rejuvenation exercises recommended by Lehman have rarely been carried out. 

This process is summarised by Arango et al. [12] in an echo of our surgical analogy,

 ‘Changes made to a program in the past leave scar tissue; code is not easily changed because of the ripple effect on the rest of the software. Over its lifetime, a system is dissected, modified and sewn back together until its form is beyond recognition Horror stories about these software Frankensteins are well-known to practitioners’. 

It would be easy to assume that endogenous software ageing resulted solely from poor maintenance practices applied by poor practitioners and given the generally reactive, fire-fighting nature prevalent in some maintenance departments, evidenced by long backlogs, poor morale and low status [13], these undoubtedly contribute to the problem. However, it would be unfair to attribute all maintenance ills to these factors and some deeper examination is required. 

First we must understand that we are generally dealing with 'old' code. In using this term it should be accepted that 'old' is more concerned with characteristics of the code than with age. Old code may be one or twenty years old, but Corbi [7] has characterised both with the following attributes:

�symbol 183 \f "Symbol" \s 10 \h��	Design was done with methods and techniques that do not clearly communicate the program structure, data abstractions and function abstractions.

�symbol 183 \f "Symbol" \s 10 \h��	Code was written with a programming language and techniques that do not quickly and clearly communicate the program structure, the program interfaces, data structures and types and functions of the system.

�symbol 183 \f "Symbol" \s 10 \h��	Documentation is non-existent, incomplete or incorrect.

�symbol 183 \f "Symbol" \s 10 \h��	Design and code are not organised in such a way as to be insulated from changing external hardware or software.

�symbol 183 \f "Symbol" \s 10 \h��	Design was targeted to system constraints that no longer exist.

�symbol 183 \f "Symbol" \s 10 \h��	Code contains parts where non-standard or unorthodox coding techniques were used.

In performing software maintenance the three major tasks involved are: understanding the system, implementing the change and validating that change [11], commentators agree that programmers spend more than 50% of their time in attempting to understand the existing system. There are two reasons for the extended period of program understanding:

As Capers Jones [14] comments: 

'an enhancements project will often force the users requirements to fit into existing data and structural constraints, and much of the design effort will be devoted to exploring the current programs to find out how and where new features can be added and what their impact will be on existing functions'.

However, this situation is exacerbated by the fact that the code is the only really trustworthy representation of the system. Studies indicate that even when documentation is provided, programmers study the code three and a half times longer than the documentation, but only for as long as they spent implementing an enhancement and generally no overall program understanding exercises are undertaken.[15] Possibly more importantly, little attempt is made to record any understanding gained for the benefit of future maintainers[16], resulting in a reliance on  system 'gurus', those individuals who become the repositories of knowledge on particular systems. Empirical studies indicate, that of the organisations considered, upwards of 75% depended on specific individuals because no-one else could maintain particular systems[17, 18].

Given the resources currently being invested in the process of program understanding, then some understanding of how that process is performed is required. Research into the cognitive processes of program understanding have identified three major approaches employed by programmers in the study of code:

�symbol 183 \f "Symbol" \s 10 \h��	The 'bottom up' or 'chunking' theory - in studying the code the programmer iteratively abstracts higher and higher levels of program understanding [19].

�symbol 183 \f "Symbol" \s 10 \h��	The 'top down' theory - based on experience programmers 'expect' features to be present in code which reflect their experience. Studying the code allows expectations to be confirmed, radical departures from expectations are stored as new experiences.[20] 

�symbol 183 \f "Symbol" \s 10 \h��	The 'opportunistic' theory - understanding is a mixture of top-down and bottom-up strategies.[21] 

There is no clear evidence to suggest which, if any of these theories are correct or which method is the most effective, it is likely that programmers vary techniques depending on the task to be accomplished and their familiarity with the code. 

It is self-evident that the effectiveness and quality of any maintenance project will depend largely on the completeness of the understanding the programmer has obtained of the existing system and that completeness is dependant on the effectiveness of the strategy of program understanding employed by the programmer together with the maintainability (in the restricted sense of legibility and comprehensibility) of the code itself.

 'Analysis suggests there are two strategies for program understanding, the systematic strategy and the as-needed strategy. The programmer using the systematic strategy traces data flow through the program in order to understand global program behaviour. The programmer using the as-needed strategy focuses on local program behaviour in order to localise study of the program. Empirical data shows a strong relationship between using the systematic approach to acquire knowledge about the program and modifying the program successfully. Programmers using the systematic strategy gathered knowledge about the causal interaction of the program's functional components. Programmers using the as-needed strategy did not gather such causal knowledge and therefore failed to detect interactions among components of the program'.[22]

The shortfalls of performed maintenance on large systems by programmers employing the as-needed strategy have been researched by Letovsky and Soloway[23], confirming that the effectiveness of any maintenance effort is based largely on the completeness of understanding obtained by the programmer. The major problematic area highlighted by the research was the difficulty programmers had in working with 'delocalised' sections of code, that is related code disseminated widely throughout the system, leading to problems understanding isolated lines of code, uncertainty in locating all relevant code lines and an inability to recognise redundant code. Programmers tended to form assumptions regarding the actions of code based on purely 'local' clues resulting in error generating amendments being performed. Due to incomplete understanding, it was generally assumed that each existing line of code was essential, consequently, though new code was frequently added, old code was rarely removed, resulting in increases in code size and complexity. These combined factors both compound the difficulties encountered on the next maintenance effort and contribute substantially to endogenous software ageing.

What is a rational prioritisation system?

In considering a rational prioritisation system for the treatment of software units, we must begin to construct the framework and provide the tools necessary to support the process of software triage. As we stated earlier, triage is a two stage process consisting of a qualitative ranking and a prioritisation method, so we must begin by determining a method to sort software units by general ‘health’. 

To return briefly to our surgical model, we see that one of the principal methods of assessing general health is by 'vital sign' monitoring, such as checking pulse rates or blood pressure. Use of these simple measures allows the surgeon to perform a rapid assessment of the current state of the patient. Earlier in our discussion we used our surgical analogy to some profit to extract those general features which may have application in the software maintenance function. Following this same process, examination of these monitoring techniques shows them to be objective, quickly and easily collectable and delivering an understandable and reasonably unambiguous statement of health. 

Are these attributes applicable to software metrication? Objective metrics are based on inherent system characteristics and can be computed unobtrusively and algorithmically from source code, while subjective metrics rely on experiential input from practitioners. Gibson & Senn[11] call the efficacy of subjectively based software metrics into question, reporting inconsistencies in programmers ranking of system complexity due to an inability to separate system complexity from task complexity. By contrast, Coleman et al.[25] report that programmers' subjective rankings substantially agreed with those obtained objectively. Perhaps a deciding factor in this particular discussion can be found in a report by Layzell and Macaulay, who in surveying a number of British organisations recorded the general reluctance, lack of motivation and the perceived lack of time for maintenance staff  to record appropriate information on their activities[24].

Given the debate over subjectively based metrics, due largely to the 'human' dimension and our need to provide a generally applicable model we shall opt for an objective approach to measurement. However, objective metrics are not without criticism, the limitations of the use of these measures without reference to environmental factors and the imperfections of  objective metrics currently in use, leave much to be desired, but we are confident, given the current research interest in metrication, that a greater understanding of software measurement will lead to improvements in the field.

The use of objective metrication supports our second surgical criterion, that of ease and speed of collection (through automation) and to some extent our third, ease-of-understanding, although this last point is again, a matter of some debate[26, 27]. These criteria are themselves recommended by previous research[28]. However, a point of clarification regarding the last of our surgical properties is required. What is a 'statement of health' in software terms? We have referred to 'economic maintainability' as our guiding principle, but this term requires some refinement to allow measurement to be undertaken.

The economic maintainability of software is, in some respects, either an inverse reflection of the degree of endogenous ageing a software unit has suffered, manifested as growing complexity within the system or an inverse reflection of the inherent complexity of the unit. So ranking by complexity provides an indication of the economic maintainability of that software given that:

'increased existing software complexity significantly decreases the productivity of software maintainers'[5].

However, complexity is something of a nebulous concept existing to some extent in the eye of the beholder and measurement of that complexity is itself a vexed subject within the software community. A universe of metrics have been proposed to measure this property. Previous research has found the majority of these to be variations on a small number of orthogonal dimensions[28], each indicating a different facet of complexity which, although individually incapable of capturing program complexity, when taken in conjunction provide the overall indication needed for maintainability indexing. The selection of particular metrics used in this construction remains the subject of some discussion and is to some extent governed by site specific criteria such as the dimensions of interest, development methods, languages, programming behaviour and maintenance environment. Therefore, we do not say that the metrics cited in the following discussion are the most appropriate or the best available but these examples simply demonstrate  what is capable of being achieved with this approach. However, techniques such as Basili’s goal/question/metric paradigm[29] have been used with some success to identify suitable metric dimensions and hence metrics. Given the high correlations between proposed metrics, a relatively small number of these will cover the major identified dimensions[26, 5]. 

The effectiveness of complexity identification for economic maintainability using a limited number of metric dimensions can be seen in the study conducted by Banker et al. [5] in a typical industrial setting. Three major complexity dimensions of interest were identified: 

·	module-level modularity, given the general belief that large modules will be more difficult to understand and modify while small modules result in interface complexity. 

·	procedure-level modularity based on the same understanding but at a finer granularity.  

·	branching which due to the inter-relation with module divisibility was sub-divided to long jumps and internal branches given that: 

‘A branch to the end of the current paragraph is unlikely to make the module difficult to understand while a branch to a different section of the module may make the module more difficult to understand by forcing the programmer to consider multiple portions of the module simultaneously’.

Within this study, a number of software maintenance projects were analysed from a wide range of application systems allowing the following conclusions to be drawn:

·	‘software maintenance costs were found to increase with increases in the complexity of a system’s implementation’, as measured by the metrics discussed above.

·	‘After controlling for project factors believed to affect maintenance costs, the analysis at this site suggests that high levels of software complexity account for approximately 25% maintenance costs or more than 17% of total life-cycle costs’ 

While respecting the study authors reservations regarding the general applicability of these findings, this research does support that of Gibson & Senn[11] who noted that eliminating long jumps and restricting control to sequence, selection and iteration reduced serious ripple effect errors by 42%. Further improvements in system structure reduced ripple effect errors to negligible proportions while errors which did occur were easily traced to the modification area. However, while an average time saving of 15% was noted, this and previous improvements were realised over a portfolio of changes and were not apparent in individual tasks.

To demonstrate the use of complexity metrics in the construction of maintainability indices such as we propose we examine a further industrial report indicating how this may be approached. Coleman et al.[25] describe the application of polynomial model for the assessment of software maintainability: 

A four-metric polynomial regression model comprising of Halstead’s volume metric, extended cyclomatic complexity, lines of code and comments percentage was constructed and tested in an industrial environment. While this set of metrics displays the major problem of complexity metrics sets, that of ‘multi colinearity’, there is a notable similarity to the earlier study as the metrics selected give coverage of size and branching. Use of this model did allow the rank ordering of modules by maintainability and the subsequent identification of highly maintainable, moderately maintainable and difficult-to-maintain modules. The cut-off points to differentiate these classifications were established by ‘rule of thumb’. A further example[30] using only extended McCabe cyclomatic complexity measure, the cut-off classification was established using  the published ‘rule’ of ‘McCabe complexity should be less than 10’. This allowed the highly maintainable bound to be set, while the bound between moderately-maintainable and difficult-to-maintain was established by examining cumulative complexity distributions across a range of systems and identifying outlier systems with a high percentage of highly complex units.

There are, of course a number of immediately realisable benefits from the use of complexity ranking. Used cumulatively, system ranking is possible, allowing high-risk systems to be identified and depending on factors such as change traffic for these systems, targeted for retirement and re-engineering. Buy-in versus build decisions can be supported by evaluation to determine maintainability, thereby minimising life-cycle costs. At a finer granularity, complexity measurement can be used in pre/post analysis of maintenance efforts to determine the quality of performed maintenance (an obvious counter to endogenous ageing), new modules can be assessed to determine readiness for system integration and test resource allocation can be determined.

However, the full power of complexity ranking can only be achieved when coupled with reference to the maintenance history and maintenance futures of software units and systems. This allows the development of  a system of treatment prioritisation for software units. It is, of course, impossible to be entirely prescriptive in detailing a complete prioritisation system as site specific factors will influence the decision process as will the need to service the on-going maintenance requirements of the customer. Therefore, we shall briefly review influential factors which may affect prioritisation.

Such factors may be considered under two broad headings, those which are external to the maintenance process concerning the macroeconomics of the company and those which are internal and concern the microeconomics of maintenance. External factors would include:

·	the business aims of the company, which may impact on the potential obsolescence of software systems.

·	the criticality of the software to company operations will impact on unit prioritisation

·	as will the life expectancy of the systems in question 

while internal factors to be considered are:

·	the current quality of the maintenance process, given the understanding that the quality of any product is to some extent governed by the process used to produce it, then the quality of the maintenance process may impact heavily on any improvement strategy adopted. Defect-causal analysis[31] has proved an effective method in identifying beneficial process changes which result in fewer defects. Grady[32] reports:

 ‘more than one third of their defects were caused by a poor understanding of their users’ interface requirements. They responded by changing their process to focus more specifically on user-interface design...after the organisation had changed its user-interface design process. The percentage of defects found after release also dropped from 25% of the total for the first two releases to less than 10% in the third and to zero in the fourth.’

·	the effectiveness of staff, as Kearney et al.[26] report: 

‘Experience surely influences the difficulty of the task. Experiential factors include general knowledge of programming languages, techniques and algorithms, and specific knowledge of one or more application areas’.

·	maintenance emergencies, of course cause interruptions to any prioritisation system and must be dealt with, we would therefore expect high priority emergency patching to take place when required.

·	normal maintenance, cannot be ignored and requests should be analysed, accepted or rejected in the normal manner and an estimation of quantitative difficulty calculated. An example formula proposed[33] suggests assuming the difficulty is proportional to the size of the code, the constant of proportionality depending on the maintainability rank(MI)  that has been awarded to the unit. Proper caution must be exercised when requests are received involving  problem units and systems, this can be reflected in the priority rating.

We must therefore attempt a prioritisation system which accounts for these factors and addresses the aim of building a resource saving foundation as a basis for further rationalisation. Complexity ranking alone only provides a ‘pointer’ towards problem areas, a highly complex unit or system may be very stable, attracting little maintenance attention and expending maintenance resource to redevelop this would be of little benefit. We must, instead, capitalise upon the generally accepted Pareto effect of software maintenance, namely 80% of maintenance interventions impact only 30% of the code[13, 30, 34]. Consequently, it is imperative to identify and initially target this 30%, this may readily be performed by reference to previous maintenance records.

Thereafter, we must be able to monitor and diagnose ailing software at unit and system level with reference to previous maintenance history to effectively target units and systems with high maintenance activity to achieve effective resource distribution.  Analysis of historical monitoring allows the early identification of trends and more importantly the rate of changes in trends which indicate failing software, e.g. code stability can be determined from changes in the unit LOC. Other indicators of poor health at unit level may be determined from high levels in, complexity, incoming problem rates (by category), defect rate and schedule overrun, targeting such units for early redevelopment pays maximum dividends in resource savings, providing leverage potential for further savings. Taken at system level, and including the number of modules changed to either fix one defect or implement an enhancement indicates the onset of either endogenous or exogenous software ageing and such systems are targeted for redevelopment. 

Whether, systems are redeveloped by renovation (fixing) or completely reengineered (a structured, largely preventative intervention) depends on a number of factors. We have examined the benefits of the modularisation of monolithic systems using GOTOless structures and this option may be exercised when ageing results in difficult maintenance and causes serious ripple effect errors. As this operation is well supported by restructuring tools, the option may be selected as a temporary measure to gain resource returns. Modularised systems may be examined to determine if system degradation can be attributed to over or under modularisation and re-modularisation may be administered. However, growth in the number of modules changed to incorporate an enhancement indicates (depending on the enhancement) exogenous ageing and complete re-engineering to reflect the changed real world may be the optimum solution. Figure 1 below provides an overview of of the entire process.

� EMBED Visio.Drawing.3  ���

How does pro-active preventive maintenance address these issues?

Finally, have we achieved all we can to take the maintainer out of the front-line? While the measures we have discussed certainly advance us along this path, categorisation by complexity, restructuring and re-engineering are by no means a new phenomena, so why has the problem not abated?  We believe the key to this question lies in the last clause of Lehman’s second law of program evolution: 

‘system complexity increases unless work is done to maintain or reduce it’

 It is, of course possible to argue that the measures outlined so far address this very point and to a large extent that is true. However, while these measures represent a significant foothold, re-engineering and even re-modularisation are not exercises undertaken lightly, we must attempt to both hold the gains accomplished, resist software ageing and advance the economic maintainability over the range of software units. The last piece of the jigsaw attempts to do this by leveraging the gains made and finally change the maintenance management stance from a reactive to pro-active stance. The last step we propose is the integration of a strategy of pro-active preventative maintenance into a Software Resource Management model incorporating the process of software triage, thereby building on the foundation already achieved and ensuring effective and efficient use of resource in the maintenance function. But why preventative maintenance? In a last visit to our surgical analogy, we can view preventative maintenance as an extension of the general statement of ‘health’ initially provided by objective metrication, our software surgeon familiarising himself with the case, verifies the objective findings and attempts to insure future success by ensuring the patient is in the best possible health.   

It has been shown that preventative maintenance has many advantages. All aspects of the maintenance process are assisted by prior preventative maintenance and, in particular, the time taken by a particular maintenance project is drastically reduced if preventative maintenance has already been performed. The main reasons for this are:

·	preventative maintenance gives greater job satisfaction than other forms of maintenance and hence increases staff morale and productivity as well as reducing staff turnover[35].

·	the process of preventative maintenance builds the expertise of the programmer and promotes a systematic understanding of the code, building in system knowledge, reducing the reliance on system 'gurus' and facilitating faster program understanding during later modification, .

·	knowing the documentation can actually be trusted, as prior preventative maintenance has assured its accuracy, speeds the maintenance process.

·	preventative maintenance, even more than other aspects of software maintenance is well supported by tools and techniques. Software tools to enable preventative maintenance[34] come in two broad categories documentation enhancers and source-code enhancers. Furthermore, these tools are not purely IBM COBOL oriented as are many of the more specialist tools.
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The proposed pro-active stance is summarised in Figure 2. The key of the entire stance lies in the Informed Metrication operation, which itself can be broken into three phases, namely:

Unit Selection: by reference to the known Maintenance History of the operational software units and the expectations of required change available from the Maintenance Future a software unit is selected to be processed. The unit then undergoes 

Analysis (Familiarisation): in which an understanding of the code and its associated documentation is gained, recommendations as to the desirability/necessity of the triage/preventative options available are made. This process alone enhances the unit documentation reflecting a greater understanding of the unit. This is followed by 

Assessment: in which the recommendations from the previous stage together with the Maintenance Future for this unit are considered and either entered into the Maintenance Future with suitable prioritisation or flagged for immediate action. 

Completion of Informed Metrication provides a queued list of prioritised units coupled with recommended actions/maintenance requests, the Scheduling operation simply controls the queue matching workload to available resources, directing units to the recommended action.

Redevelopment/ Re-engineering/Renovation and Testing result from an immediate action being flagged or from the schedule list. On completion of this phase the unit Maintenance History is updated with re-metrication data, code data, new test data and coverage results, unit  documentation and actual engineering hours. Inevitably on occasion, crash priorities will result in the release of sub-standard modifications or documentation. It is vital that this be reported so unit selection can be performed sensibly.

For this schema to operate properly three databases must be maintained. These should hold the following data for each operational unit the maintenance team is responsible for:

Maintenance History. The History of a unit should contain the sign-off evaluation of the unit and its documentation, the maintenance evaluation of the unit, problem documentation by category for every action taken on the unit, the objective metrication history (eg. pre/post test complexity, LOC, % code changed), estimated and actual maintenance hours, a record of all test data developed for the unit, error detection rates, target (100%) and actual test branch coverage. Automatic branch coverage testing can be achieved using a source code enhancer to enter statements which increment counters during testing to provide location analysis of those code locations executed and those not[32]. 

Maintenance Future. The Future should include, an evaluation of the units’ operational criticality, estimated life expectancy, open prioritised corrective, adaptive, perfective and preventative enhancements, estimated criticality, difficulty, size and expected maintenance hours .

Resource. The Resource holds staff experiential data, staff schedule data and engineering hours spent per maintenance request.

It should be noted that minimal investment in software tools is required to implement these proposals, commercial metrication, restructuring and preventative tools are widely available and the benefits of this approach vastly outweigh the costs of implementation. Substantial savings will accrue from the initially targeting resource to highly complex highly unstable units, ensuing reductions in corrective maintenance which have been estimated at 17% of total life-cycle costs are the primary savings expected by this approach. These benefits are then leveraged by ‘continual improvement’ in software quality and resource allocation. 

Moreover, less objective but nonetheless substantial savings will also be achieved by the change from a reactive to a pro-active stance. Maintenance personnel will no longer be at the mercy of emergency action. We have likened the current predominantly reactive approach to a war-zone area, the analogy is very strong, including the tendency to do very little but recover when the pressure momentarily relaxes. With the proposed pro-active strategy maintenance staff will perceive themselves to be masters of their own destiny and work in a more consistent fashion with the associated gains in terms of productivity, perceived professionalism, job satisfaction and morale, important factors in reducing staff turnover[36]. 

In the longer term, even more savings can be expected. As the maintenance process comes under increasing control, high risk software should be eliminated, with the attendant falls in emergency calls. This inevitably reduces backlogs, eases the difficulties of enhancement work, and reflecting in greater user satisfaction and confidence in the maintenance function. The approach also serves to improve communication with the user communities e.g. providing information regarding the progress of change requests, and providing the means by which the success of the maintenance function can be demonstrated. Thus, the medical analogy of triage can be adopted by the front-line software maintainer to allow a retreat from the rigours of continual emergency into the relative calm of general software surgery. 
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